PoS API Generator

Scope

The point of service (PoS) API Generator (generator) is a tool that, provided with a suite of pan-Canadian HL7 v3 Specifications (PCS), will generate APIs for a specified set of operating system and development environments.  These APIs can then be used by PoS implementers to adapt their solutions to communicate using the PCS without requiring a detailed understanding of the HL7 v3 specifications or the necessary transport protocols.  The generator will be made available by Canada Health Infoway (Infoway) to PoS vendors for use in generating the appropriate APIs for their software.  They will then ship the API code as part of their application to allow local PoS implementations to be compliant with the pan-Canadian specifications.
The API will consist of two portions:

· A generated interface based on MIF and WSDL files passed to the API generator; and
· A library of invocable functions (some invoked from within the generated interface, others invoked directly by the PoS) that encapsulate functionality that will be needed by the PoS applications to implement the pan-Canadian specifications, such as vocabulary, OIDs and security support.

Context

The objective of the API Generator is to minimize the effort required for PoS vendors to enable their applications to be fully compliant with PCS.  It will also minimize duplication of effort for infrastructure that would otherwise need to be created independently by each PoS vendor and where there is little scope for PoS differentiation.  Not all PoS vendors will necessarily use the API and those that do will not necessarily use all features of the API.  However, the features should be beneficial to the majority of PoS vendors.

The generated APIs will not provide full plug and play interoperability.  PoS vendors will still need to manage additional processes such as authentication, digital signatures, etc.  PoS applications will also need to manage workflow considerations around what transactions are invoked in which circumstances.  Because these requirements will vary with both PoS design and in different jurisdictions, the APIs created by the generator will be agnostic to these considerations.  Where possible, the APIs will provide library functions to minimize the work needed to manage privacy, security and similar functions.

The APIs produced by the generator are intended to be incorporated into PoS applications running on desktop computers.  Hopefully they will also be useful for vendors who provide ASP or portal-type solutions, but the ability of the API solution to scale to such volumes is not an official part of the scope of this tool.  Similarly, while the API should be written in an efficient manner, there is no expectation it will necessarily be able to fit in more constrained environments such as handheld computers. 

Features

The following are the requirements for the Generator tool and for the APIs the tool MUST produce:

Simplified view

1. The APIs MUST provide a “simplified” software object interface for PoS implementers, hiding the HL7 v3 complexity of the PCS.
2. This simplified interface MUST be based on the business view collapsing found in the HL7 International v3Generator and the Eclipse HL7 Instance Editor, which performs the following actions:

a. Hides all fixed values from the PoS application

b. Where possible, exposes data elements using business names, not HL7 names

c. Simplifies the object model by eliminating unnecessary nesting, 1..1 relationships and similar constructs

3. The tool MUST enforce pan-Canadian data types and static model constraints on elements populated by PoS applications.  This includes minimum and maximum cardinality, mandatory, length limits, property types and vocabulary constraints.  The validation mechanism MUST be extensible such that future validation such as enforcement of MIF constraint annotations can be easily introduced in subsequent enhancements of the API generator.

4. The APIs MUST populate default values as identified within the pan-Canadian specifications into the object interface.

5. The APIs MUST only expose null flavors for elements marked as “populated” in the PCS.  (Those which are ‘required’ and have a minimum cardinality greater than 0).

6. Where null flavors are appropriate, the list of allowed null flavors MUST be constrained as per the rules in the pan-Canadian data type specifications (e.g. Cannot have PINF except for Quantities).

7. Where identified by the MIF, Update Modes and/or History MUST be exposed in the object interface.  Update modes MUST be constrained to the list of update modes supported for that element.

8. The APIs MUST be generated using the MIF 2.1.4 files published by the standards collaborative for PCS and MUST be capable of generating interfaces for any suite of MIF files provided to it, including future PCS versions not yet defined.

9. The APIs MUST also expose only those properties supported by the pan-Canadian data type flavors.

10. The APIs MUST expose datatype properties using business names appropriate to the constraints of the pan-Canadian datatype flavors.  For example, “StartDate” and “EndDate” for IVL<TS.FULLDATE>.

a. Because the MIF representation of the pan-Canadian datatypes does not include business names and does not expose all constraints in a computer-parse-able manner, it is expected that the implementer will need to hard-code their implementation of the datatype constraints.  The software that is enforcing datatype constraints MUST be written in such a way as to allow easy modification to reflect future changes to the pan-Canadian datatypes.

11. The APIs MUST allow all combinations of datatype properties, attributes, etc. that are permitted by the PCS.

12. The generator MUST be capable of handling MIF files that contain local extensions and MUST properly encode those extensions according to the HL7 XML ITS 1.1.

13. The APIs MUST make key data including conformance, description, rationale, other annotations and HL7 element X-path available in the “meta-data” of the APIs so that the information is easily accessible by developers.  If the presence of such metadata will negatively impact performance, a configuration option on the API generator MUST be provided to allow creation of design-time (with metadata) and run-time (without metadata) versions of the APIs.

14. The APIs MUST follow good practice conventions for interfaces of the specified development languages in terms of provision of and naming of helper functions (e.g. add(x), remove(x), .size()) for objects within the interface.  This requirement does not apply to the XML API.

15. The API Generator MUST use common objects for ControlAct wrappers with the same message type, with the interaction function taking separate arguments for ControlAct wrapper and payload(s) to ensure re-usability of ControlAct wrapper objects.

16. The API Generator SHOULD be capable of using derivation information in MIF models to construct object hierarchies where messages are part of a derivation hierarchy.  For example, where all wrappers are part of a constraint tree.  (Note: Existing pan-Canadian MIFs do not yet have this derivation information populated)

Web Services Interface

This feature is intended to provide support for non HL7-v3 interfaces such as XDS and WADO.

17. In addition to the special generation capability support provided for MIF, the API generator MUST also be capable of generating an object interface from a provided WSDL specification with accompanying schemas.

18. The Web Services object interface SHOULD be a straight pass-through of the defined XML content, with appropriate language conversion of schema datatypes.

19. The API MUST manage the appropriate population of SOAP headers based on the TLI specification for Web Services as described later in these requirements.

Terminology

20. The APIs MUST be capable of loading pan-Canadian vocabulary definitions from MIF formatted files.  These files MUST be able to be changed from time to time as the PoS installation receives updated vocabulary definitions without restarting the PoS application or API.  (I.e. Vocabulary updates MUST be handled dynamically at runtime.)  The support MUST include the ability to manage files containing multiple versions of code systems and value-set definitions and appropriately resolve versions based on terminology bindings.

21. The APIs MUST be capable of loading SNOMED-CT from the SNOMED-CT XML or other source files available from the SC.  They MUST also be capable of loading LOINC concepts from the PCLOCD database available from the SC.

22. The API Generator is not expected to (and SHOULD NOT) ship with any of the pan-Canadian vocabularies, including SNOMED CT directly embedded.  All terminologies MUST be retrieved from source files maintained by the PoS system or (at some point in the future, when necessary) through a terminology services interface.  The management of controlling access to IP-constrained terminologies is NOT part of the scope of this project.
23. The APIs SHOULD be architected in a manner allowing it to retrieve vocabulary definitions from a CTS II compliant interface when the CTS II specification is finalized.

24. The APIs MUST be capable of resolving intentional (expression-based) value set definitions to the enumeration of codes based on the version of the code systems currently available.

25. The APIs MUST support poly-hierarchical (multi-ancestor) code systems as well as subsumption relationships that cross code system boundaries.

26. The APIs MUST provide an object-based interface for exposing allowed terminology for an element such that a PoS can expose the available terminology in its own interface.  Four types of object interfaces (or a single interface that supports all four modes) MUST be supported:

a. Flat list enumeration of vocabulary (for small, non-hierarchical value sets)

b. Tree-view navigation of vocabulary (for medium hierarchical value sets)

c. Search-based navigation of vocabulary, searching for terms whose print names or definitions contain the specified terms (for value sets containing 100s or 1000s of codes)
d. Qualifier-based navigation of vocabulary, extending the searched base navigation to also allow selection of terminology qualifiers for post-coordinating code systems such as SNOMED-CT and non-enumerated UCUM value sets.

27. The vocabulary interface MUST be able to differentiate between abstract concepts present for navigation and those codes that are actually selectable and allowed to be conveyed over the wire.

28. The vocabulary interface MUST differentiate codes that are deprecated and not allow those codes to be selected.

29. The APIs SHOULD provide a graphical widget that can be invoked by a PoS application to allow vocabulary navigation for the three more complex modes of terminology selection.

30. The APIs MUST expose a function to test subsumption between two coded concepts (i.e. Is CodeA a proper specialization of CodeB).

31. When a code or coded expression has been selected, it MUST be possible to pass that selected code or expression to the message APIs without extracting the code and code system information.  This requirement does not apply to the XML interface.

32. The APIs MUST expose the code system OID, mnemonic as well as a concatenated OID+mnemonic combination such that applications can store the combination as a single database entry.

33. Where concept domains support multiple value sets, the APIs MUST accept a configuration parameter that identifies for each of those concept domains which of the possible value sets will be used by the PoS application instance.

34. The APIs MUST expose both codes and print names to the PoS application.

35. The APIs MUST allow configuration of the set of languages, including order of preference, in which print names should be displayed for a particular PoS installation.  I.e. When displaying the print name for a code, the APIs MUST select the most appropriate print name based on the languages available in the code system source and the PoS configuration of the preferred language(s).

36. The APIs MUST support loading terminology mappings defined in vocabulary MIF files and applying those mappings to translate between internal PoS terminologies and PCS terminologies.  The actual creation of the terminology mappings is NOT in the scope of this tool.

37. When creating out-bound messages where code mapping/translation has been performed, and the datatype supports conveying translations, the APIs MUST transmit the original code as well as the translated PCS code

OIDs and Identifiers

38. The APIs MUST be capable of providing a drop-down list as well as a “contains search” list of namespace labels for common public identifier OIDs.  The set of OIDs searched MUST be filterable by the PoS application by context, such as “provider identifier types”, “client identifier types”, “insurance identifier types”, etc.

39. The list of available common public identifier OIDs and their metadata MUST be maintained in an XML file that may be updated from time to time.  The format of the XML file will be negotiated between Infoway and the tool developer.

a. The generator MUST be architected in a manner that will allow eventual adoption of the ISO specification for OID exchange when the standard becomes official.

40. The APIs MUST be capable of resolving common public identifier OIDs on inbound messages to their corresponding namespace label for use by the PoS application.

41. The APIs MUST take responsibility for generating GUIDs for message ids, query ids and trigger event ids for request messages.

42. The APIs MUST be capable of generating and using an appropriate OID hierarchy when given a root OID for the application instance.  An XML file defining the types of PoS-assigned identifiers and the locations in which they can appear within a message will be defined in consultation between the tool developer and Infoway.  Where multiple identifier types are possible for a given element, the APIs MUST allow the PoS application to reference the identifier type rather than the OID for both common public identifiers and PoS-assigned identifiers.

Transport Protocol

43. The generated interfaces MUST be fully compliant with the most recent draft of the Transport Level Interoperability (TLI) specification as published before June 30, 2009.

a. The APIs MUST have capability to implement and manage as many aspects of the TLI protocol as possible without any involvement of the PoS application invoking the API.  This includes establishing the secure channel, ensuring reliable communication, etc.

b. Where the TLI specification allows variation by jurisdiction (for example, service names and endpoint URL structure), the APIs MUST allow those variations to be identified by means of a runtime configuration mechanism.  Specific examples include:

i. Capability to configure the base URL for the jurisdictional HIAL as well as URL extensions for each supported “request” interaction.

ii. Capability to configure the number of resubmissions (for synchronous communication) before PoS is notified about unsuccessful message delivery.

iii. The time-out period for TLS session (expressed in seconds)

44. The APIs SHOULD be fully compliant with the most recent TLI draft published prior to delivery of the tool.

45. The APIs MUST provide a mechanism for the PoS to access and manipulate the outgoing PCS-XML and read the incoming PCS-XML for such purposes as adding or verifying digital signatures or performing other operations 

46. The APIs MUST support SOAP 1.1.  If SOAP 1.2 is also supported, there MUST be a configuration option to select which version is used.

47. The APIs MUST be capable of supporting WS-Addressing and allow for configuration to toggle this feature on and off, as needed for a particular PoS installation. 

48. The APIs MUST be capable of supporting WS-RM and allow for configuration to toggle this feature on and off, as needed for a particular PoS installation.

49. The APIs MUST be capable of exposing any errors occurring in the transport stack that cannot be handled and resolved by the API itself to the invoking PoS application through the object interface.  The APIs MUST be capable of supporting synchronous (immediate mode and polled/queued mode), and asynchronous (deferred mode) communications.

a. The choice of preferred communication mode MUST be taken as either a run-time or a generation-time configuration parameter

b. APIs MUST switch from immediate mode to polled mode in circumstances where an immediate mode communication cannot be achieved and MUST convey this transfer of communication mechanism to the invoking PoS application.

50. The software logic used to produce the HL7 v3 instance SHOULD be architected in such a manner as to allow serialization using alternate ITSs in the future, when additional serialization mechanisms are defined by HL7.

51. The APIs MUST suppress all message transmission wrapper and SOAP header elements not related to error management and polling as these can be populated and processed by the API without involvement by the PoS application.  Where possible, data elements such as HIAL URL and Application Instance URL MUST be taken from a configuration file.

Error handling

52. The APIs MUST have the ability for the PoS designer to associate a key or application-specific display name with each object element populated.  If a detected issue is returned that specifies a location (in the transmission wrapper or control act) and a key was specified, this key MUST be returned to the PoS in place of the HL7 Message X-path.

Privacy & Security

53. The API MUST log inbound and outbound messages to a secure (encrypted) log including

a. The timestamp sent/received 

b. A unique, resolvable identifier for the user responsible for the data being updated or requested.
c. The role being exercised by the user
d. The organization of the accessing user (at least in those cases where an individual accesses information on behalf of more than one organization)
e. The patient id (root + extension) of the related primary patient (if any)
54. The API MUST provide a mechanism to allow the PoS application to securely log other actions taking place within the PoS.  E.g. Access to locally stored patient health information.

a. In addition to the log data listed above in 53, the log MUST also support capturing:

i. Capturing the function performed

ii. reason” to allow identification of reason for data access overrides or other unusual data accesses and the function performed.
55. The APIs MUST be capable of configuring the location of each log.
56. It MUST be possible for the PoS vendor or user to examine real-time log content for debugging and testing purposes.

57. The APIs MUST support time synchronization with a source using the Network Time Protocol so that audit log times are accurate and can be accurately correlated.

58. The APIs SHOULD support remote collection of audit logs either directly or in cooperation with software agents.

59. Where open source implementations exist, the APIs SHOULD provide library functions to facilitate user-to-EMR and user-to-CIS authentication using multiple authentication methods: passwords, hash-based one-time passwords (e.g. HOTP, OATH), public-key infrastructure (PKI) and tokens.
60. The generated interfaces MUST include, wherever feasible, simple data type and boundary checks to guard against corrupt data that may be stored within the EMR or CIS.  The following checks should be considered:

a. out-of-range values;

b. correct type / invalid characters in data fields;

c. exceeding upper and lower data volume limits

61. The generated interfaces MUST also be capable of being configured to log any message processing failures to the same or a parallel secure log file, without any Personal Information (PI) or Personal Health Information (PHI).

62. If the API software persists any personal health information or personal information in files, databases, or log files, that information MUST be encrypted using industry standard cryptographic algorithms with appropriate parameters, such as 256-bit AES and 3-key 3DES EDE (168 bits; approx 128 bit effective).  This may be achieved using hardware-level hard-drive encryption or other approaches.

63. The generated interfaces SHOULD expose cryptographic helper functions to the EMR or CIS system, such as pseudo-random number generation, key generation, encryption, hashing and digital signature.

Supported environments

64. The generation tool MUST produce interfaces for at least the following environments:

a. .NET (as an assembly containing the API and appropriate .NET components)
b. Java (as a JAR containing the API with appropriate JavaBeans)
c. A simple sockets or HTTP-based XML interface

Future adaptation

65. The tool MUST be capable of being configured with XSLT 2.0 transforms to convert MIF files between future and historical MIF versions to MIF 2.1.4 representations.  This includes static model, interaction, interface and vocabulary MIF files.

66. The tool MUST detect the MIF version of parsed MIF files and invoke the appropriate transform before using the transformed MIF representation to generate the interface.  Creation of the transform to convert alternate MIF versions to MIF 2.1.4 is NOT part of the scope of this request for proposal.
67. The tool MUST be capable of identifying the pan-Canadian or jurisdictional Conformance Profile version present on inbound or outbound messages and invoking XSLT 2.0 transforms to convert between the version present and the version of the specification against which the interface was generated.  Creation of the transforms to convert between specification versions is NOT part of the scope of this request for proposal.
68. The tool implementer MAY make assumptions about the naming, storage convention or metadata present within the XSLT transforms to allow it to know which transforms to invoke for translation to or from a particular version.  The tool implementer MUST document these assumptions
69. The APIs SHOULD make use of transform compiling or other performance-enhancing measures when invoking transforms to convert between different versions of the pan-Canadian specifications at run-time.

70. The architecture SHOULD allow future extension to non-HL7 interfaces (e.g., DICOM, HL7 v2, etc.).

Performance and Reliability

71. The processing time consumed by the generated APIs MUST constitute 5% or less on average of the total processing time for each type of transaction.  Total processing time is the time between a user or the PoS triggering the need to send a transaction and the completion of PoS processing and possible rendering of the response including transmission time and HIAL and repository processing time.

72. Consideration SHOULD be given to parsing and serializing using SAX or other memory-efficient XML processing techniques rather than DOM representations for performance and memory reasons.  When dealing with query responses, the APIs MAY choose to perform lazy processing of each record (only converting the XML to an object representation when the object is accessed or manipulated) to enhance performance.

73. The APIs MUST be constructed in such a manner as to protect against failure due to improperly structured HL7 v3 messages, incorrect data from a PoS application, etc.  An error that occurs during the processing of one transaction should have no impact on the processing of subsequent transactions.

Configuration

74. The APIs MUST be capable of configuration by both the PoS vendor and on a per-installation site basis.

75. The configuration information MUST include information such as:

a. Root OID

b. Target HIAL URL

c. Digital Certificate (if any)

d. Default communication mode (immediate or deferred)

e. Local application URL (for deferred mode communications)

f. Other information as agreed between the tool developer and Infoway

Documentation

76. The API generator MUST include detailed documentation covering the following:

a. How to invoke the generator for different environments

b. Configuration parameters for use when invoking the generator

c. Configuration parameters for use within the generated APIs

d. How to use the “generated” and “library” portions of the APIs
e. How to maintain the API generator, particularly those portions specifically identified in these requirements as likely to require future extension

i. Maintenance documentation should include a high-level application architecture overview.

